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Abstract 

 

Aims 

A diabetic eye screening programme has huge value in reducing avoidable sight loss by identifying 
diabetic retinopathy at a stage when it can be treated.  Artificial intelligence automated systems can 
be used for diabetic eye screening but are not employed in the national English Diabetic Eye 
Screening Programme.  The aim was to report the performance of a commercially available deep 
learning artificial intelligence software in a large English population. 

Methods  

9,817 anonymised image sets from 10,000 consecutive diabetic eye screening episodes were 
presented to an artificial intelligence software.  The sensitivity and specificity of the artificial 
intelligence system for detecting diabetic retinopathy was determined using the diabetic eye 
screening programme manual grade according to national protocols as the reference standard.   

Results 

For no diabetic retinopathy vs any diabetic retinopathy the sensitivity of the artificial intelligence 
grading system was 69.7% and specificity 92.2%.  The performance of the artificial intelligence 
system was superior for no or mild diabetic retinopathy vs significant or referrable diabetic 
retinopathy with a sensitivity of 95.4% and specificity of 92.0%.  No cases were identified in which 
the artificial intelligence grade had missed significant diabetic retinopathy.   

Conclusion 

The performance of a commercially available deep learning artificial intelligence system for 
identifying diabetic retinopathy in an English national Diabetic Eye Screening Programme is 
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presented.  Using the pre-defined settings artificial intelligence performance was highest when 
identifying diabetic retinopathy which requires an action by the screening programme.   

 

Novelty statement 

What is already known:  

Machine learning artificial intelligence systems can be used effectively for diabetic eye screening.   

What this study has found: 

The performance of a commercially available deep learning artificial intelligence system was 69.7% 
sensitive and 92.2% specific in an English population for detecting any diabetic retinopathy present, 
and more sensitive at 95.4% with specificity 92.0% for distinguishing between mild and significant 
retinopathy which requires a potential action by the screening programme.  

What are the implications of the study: 

Adds to the evidence base that a deep learning artificial intelligence system could be a safe resource 
in the context of English diabetic eye screening, and there is value in further investigating where an 
automated system may be best employed. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

Introduction  

 

Diabetic retinopathy is a microvascular complication of diabetes and eye screening using digital 
retinal photography is one of the nine key processes for diabetic care in the UK.1,2 England has a 
well-established national Diabetic Eye Screening Programme (DESP) whose key aim is to reduce sight 
loss in people with diabetes by the prompt identification of sight-threatening retinopathy at an 
appropriate stage. 

The identification of diabetic retinopathy (DR) has already undergone a major shift from hospital-
based evaluation by an ophthalmologist to a modern telemedicine process of asynchronous store-
and-forward using retinal photography.  Potential retinal photograph image analysis approaches are 
also progressing but haven’t been adopted yet by English screening programmes.  Diabetic eye 
screening is labour intensive.3 An image set which results in a referral to the hospital eye service is 
typically independently graded by three trained graders before the outcome is determined.  Artificial 
intelligence (AI) in healthcare has been applied to a number of medical imaging settings including 
analysis of the modern standard retinal photographs used by the English DESP.4 

The Scottish DESP has been using an automated system for the first grading of retinal images since 
20115 as has the Portuguese DESP.6 Following a study on 900 people with diabetes a deep learning 
system had US Food and Drug Administration approval for the diagnosis of DR.7 The AI based 
software currently being used in DR screening programmes are machine learning systems which 
recognise retinal microaneurysms and separate images with no DR from those with any DR.  The 
incorporation of deep learning algorithms in more recently developed AI based systems is likely to 
increase accuracy8, and also introduces the potential to differentiate between retinopathy which can 
be monitored by the screening service and referrable retinopathy which requires further hospital 
investigation for treatment.   

The English DESP has extensive quality assurance checks built into the grading process.  All human 
graders independently grading are required to consistently demonstrate a sensitivity of over 85% 
and a specificity of over 80% for identifying referrable DR.9 This is measured using standardised 
monthly test and training images as well as regular assessment of peer agreement within the 
programme.   

It is necessary for a technology to demonstrate evidence of the accuracy of an automated system for 
both the clinical setting and relevant population in which it’s proposing it may be employed.10  The 
aim of this study is to report the performance of a commercially available deep learning based 
software for the detection of DR in an English screening programme by comparing the automated 
grading outcomes to the manual grading DESP classification, and to provide an opportunity to verify 
the algorithm was optimised for this population.   

 

Methods 

 



In April and May 2021 90.1% of people attending a North West London DESP appointment provided 
consent for their anonymised images to be used for the purposes of research.  Anonymisation 
consisted specifically of removing all personal data and all details of the screening visit.  The DESP 
outcome was preserved as the reference standard.  Inclusion of images in the dataset presented to 
the automated grading system did not change any clinical pathways, which had already been 
determined by the DESP manual grade.  The Research Collaboration Agreement included 
confidentiality and data protection clauses.  A comprehensive Data Protection Impact Assessment 
(DPIA) was prospectively conducted before any images were released to the automatic grading 
system.  The Standards for Reporting of Diagnostic Accuracy (STARD) statement items have been 
reviewed (checklist provided as supplementary material).11 

The demographics of the programme population for 2021 – 2022 and the demographics of the study 
population over these two months are presented in table 1 following the NHS Digital guidance on 
recording ethnicity.12    

Table 1 

Activity and uptake of the North West London (NWL) Diabetic Eye Screening Programme 2021 – 
2022 with the demographics of those who attended a routine digital screening (RDS) appointment 
and the demographics of the study population.  

 
NWL screening 
population 
(2021/22) 

Percentage Study population Percentage 

Patients invited (RDS) 137,909 
   

Screened (RDS) 105,702 76.6% 10,000 
 

Ethnicity 
White 28,068 26.6% 2,672 26.7% 
Asian 50,632 47.9% 4,958 49.6% 
Black 11,757 11.1% 1,017 10.2% 
Mixed 2,280 2.2% 209 2.1% 
Other 7,582 7.2% 652 6.5% 
Not-stated 5,383 5.1% 492 4.9% 
Gender (only male/female included) 
Male 57,102 54.0% 5,344 53.4% 
Female 48,597 46.0% 4,656 46.6% 
Age 
Mean 61  

(range 12 to 108) 

 
62  

(range 12 to 100) 

 

 

People who were ungradable in one and both eyes have been excluded from the reported analysis.  
9,817 image sets from 10,000 consecutive, and consented, screening appointments over two 
months were presented to the automated system.  The automated AI system gave a result for every 
image set presented to it.  

The software used for the automated detection of DR was RetCAD v.2.1.0 (Thirona, The 
Netherlands).  This is a commercially available Class IIa CE-marked medical device software that 
incorporates a deep learning framework for the detection of abnormalities in colour fundus 
images.13 The software is based on convolutional neural networks for the tasks of recognising 



diabetic retinopathy, age-related macular degeneration, and glaucoma.  As the focus of this analysis 
was on the detection of DR only the DR component of the software was used.   

The DR component of the software consists of an ensemble of convolutional neural networks 
predicting a severity score for DR in a fundus image.  Each of the individual deep learning networks 
in the ensemble were trained end-to-end by providing an input fundus image and target reference 
severity label according to the International Clinical Diabetic Retinopathy Disease Severity Scale 
(ICDR).14 None of the images used in this study were used to train or develop the AI system.  After 
training the individual networks each produce a regression score for the image on a continuous scale 
from 0 to 4 according to the ICDR classification and the average of the individual predictions is the 
final outcome DR score of the system. 

The DESP final manual grade is the reference standard used to compare.  DESP require a macular 
retinal image and nasal image to be taken for each eye at the screening appointment resulting in 
four images from each person being presented to a manual grader.  The English DESP grading 
process is features based to determine the DESP grade.15 The automated system is compared only to 
the retinopathy ‘R’ grade of the DESP features based grading classification.  The maculopathy ‘M’ 
grade was not taken into account. Table 2 maps the RetCAD AI score to the ICDR level and DESP 
grade.   

Table 2 

Mapping of RetCAD v.2.1.0 Artificial Intelligence (AI) score to the International Clinical Diabetic 
Retinopathy Disease Severity Scale (ICDR) and Diabetic Eye Screening Programme (DESP) grade. 

RetCAD AI score ICDR level DESP grade 
Stage 0: 0-0.5 Stage 0: No DR R0: No retinopathy 
Stage 1: 0.5-1.5 Stage 1: Mild DR R1: Background retinopathy 
Stage 2: 1.5-2.5 Stage 2: Moderate DR R2: Pre-proliferative 

retinopathy 
Stage 3: 2.5-3.5 Stage 3: Severe DR R2: Pre-proliferative 

retinopathy 
Stage 4: 3.5-4.0 Stage 4: Proliferative DR R3(a/s): Proliferative 

retinopathy 
 

Images with a DESP grade of R2 and R3 (either active ‘a’ or stable ‘s’) are deemed to have significant 
retinopathy and, within DESP, will have a further referral outcome grade by an experienced grader 
which often results in a referral to the hospital eye service.  The North West London DESP grading 
and referral process is managed within the inhouse developed software Spectra.   

The results presented in this study are at a person level (table 3) with eye-level data agreement 
provided as a supplemental table.  To generate the person level grade the most severe manual 
reference grade (determined using the four images obtained at the screening encounter) was taken 
as the person level grade.  For the AI system a similar approach was used by determining the worst 
DR score (highest DR severity score) as the person level DR score.  As the automated analysis was 
run in parallel with, and didn’t alter, the normal screening pathway all those with a final manual 
DESP grade of R2 and R3 had either a hospital referral or were transferred onto a frequent 
monitoring pathway following national guidance.15 Both a hospital referral and a transfer onto a 
different pathway are referred to as a pathway change in this paper.   



The receiver operating characteristic (ROC) curve was created by plotting the sensitivity (true 
positive rate) against the specificity (false positive rate) at various pre-defined threshold settings of 
the severity score of the AI.  Retrospective analysis then enables an optimal threshold to be 
determined which is the cut-off point with the best trade-off between sensitivity and specificity 
(point closest to the upper left corner of the ROC curve).  The results at the pre-defined cut-off are 
presented in this paper as this is what would be obtained should the software be deployed. The 
optimal threshold in this population is also reported for comparison.  The 95% confidence interval of 
the curve was computed using bootstrap analysis.  The area under a ROC curve (AUC) is an indication 
of the accuracy of a diagnostic test with a value of over 0.8 deemed good.16   

In order to examine the impact disagreements between the manual and automated grade might 
have on the outcome of the screening visits image sets with a significant disagreement were 
retrospectively reviewed by a senior, experienced grader who doesn’t work within the NorthWest 
London DESP and had not previously seen the images.  A significant disagreement was considered to 
be one in which either the manual grade or automated grade would result in a pathway change.     

 

Results 

 

Of 10,000 screening appointments 183 were ungradable by a human grader resulting in 9,817 
screening encounters presented to the automated AI system for analysis. The demographics of the 
study population and general population are very similar (table 1). The prevalence of any DR in this 
dataset was 27.11% with the total in each DESP grade retinopathy category presented in table 3.   

Table 3  

Patient level comparison of the manual diabetic eye screening programme (DESP) grade and the 
RetCAD artificial intelligence grade for diabetic retinopathy (DR) using the pre-defined cut-offs, with 
total number of image sets and percentage of image sets analysed for each DESP grade. 

Manual 
DESP grade 
in worst 
affected 
eye 

No DR  Mild DR  Moderate 
DR  

Severe 
DR  

Proliferative 
DR  

Total number 
of image sets 
(percentage) 

R0  6,600  495  54  7  0  7,156 
(72.89%)  

R1 (one 
eye)  

691  632  205  4  1  1,533 
(15.62%)  

R1 (both 
eyes)  

115  414  504  5  3  1,041 
(10.60%)  

R2  1  3  39  29  0  72 (0.73%)  

R3 active  0  0  0  5  1  6 (0.06%)  

R3 stable  0  0  1  2  6  9 (0.09%)  



 

 

 

Figure 1 shows the ROC curves for no DR vs any DR (equivalent to DESP manual grade R0 vs 
R1/R2/R3) on the lower blue line and non-referrable DR vs referrable DR on the higher orange line.  
The orange curve therefore represents grades which had an outcome of annual recall in screening vs 
grades which required a pathway change (R0/R1 vs R2/R3). The shaded areas on the ROC curves are 
the 95% confidence intervals.   The spread of the automated system DR severity scores by reference 
DESP grade is shown as a box plot in figure 2.    

 

Figure 1 

Receiver operating characteristic (ROC) curve of the RetCAD v.2.1.0 system for no diabetic 
retinopathy (DR) vs any DR (blue line) and no or mild DR vs referrable DR (orange line).  

 

 

 

 

 

 

 

 



 

 

 

Figure 2 

Box plot of the RetCAD v.2.1.0 diabetic retinopathy (DR) severity scores per diabetic eye screening 
programme (DESP) grade. 

 

 

The comparison of the manual grade in the worst affected eye with the automated grading result is 
presented in table 3 at a person level. Eye level data is provided as a supplemental table. Using the 
predefined severity score of under 0.50 as the threshold the sensitivity of the AI based grading 
software to detect any DR is 69.7% with a specificity of 92.2%.  If RetCAD identified a patient as 
having diabetic retinopathy the AI was correct in 76.9% indicating a precision (positive predictive 
value) of 76.9% (1854 cases out of 2410). At the optimal threshold of 0.30 for this population when 
detecting any DR the sensitivity is 78.5% and specificity 86.5%.  In the no DR vs any DR analysis the 
AUC is 0.885 (95% confidence interval 0.877-0.893).   

When differentiating between non-referrable DR (outcome annual recall by the screening service) vs 
referrable DR (outcome potentially a pathway change) the performance of the AI system at the 
predefined cut-off of 1.50 was 95.4% sensitivity and specificity 92.0%.  The precision is 9.6% (83 
positive cases out of 866). At the optimal threshold of 2.01 the sensitivity is 92.0% and specificity 
97.6%. For non-referrable vs referrable DR the AUC is 0.979 (95% confidence interval 0.955 – 0.993) 
representing excellent diagnostic accuracy of the AI based system for detecting DR which potentially 
required an action by the screening programme.   



For each ethnic group the number of people ungradable on the manual DESP grade and therefore 
excluded from the study population is presented in table 4 along with the number of people in 
whom the RetCAD AI disagreed with the manual grade. 

 

 

Table 4 

Number of people attending routine digital screening (RDS) who were ungradable on the reference 
Diabetic Eye Screening Programme (DESP) manual grade, and the number of disagreements of the 
RetCAD Artificial Intelligence (AI) outcome by ethnic group.   

 
Study population 
(Total in each 
ethnicity) 

Ungradable (by 
manual reference 
DESP grade) 

No DR vs any DR 
disagreement 

Non-referrable DR 
vs referrable DR 
disagreement 

White 2,672 45 (1.68%) 333 (12.46%) 191 (7.15%) 

Mixed 209 8 (3.83%) 27 (12.92%) 13 (6.22%) 

Asian 4,958 80 (1.61%) 702 (14.16%) 395 (7.97%) 

Black 1,017 22 (2.16%) 140 (13.77%) 83 (8.16%) 

Other 652 16 (2.45%) 103 (15.80%) 64 (9.82%) 

Not stated 492 12 (2.44%) 58 (11.79%) 41 (8.33%) 

Total  10,000 183 (1.83%) 1363 (13.88%) 787 (8.02%) 

 

There were 24 significant disagreements between the reference DESP outcome grade and AI RetCAD 
grade.  20 represented an overgrade by the AI, and 4 an apparent undergrade in which the screening 
programme made a pathway change but the AI grade would have recalled to screening in one year.  
The details of the significant disagreements are presented in table 5.  Of the 4 cases in which the AI 
apparently undergraded a second DESP regrade agreed with the AI outcome.  Of the 24 
disagreements manually regraded 15 had retinal signs of ocular pathology not related to DR. 

 

 

 

 

 

 



 

 

 

 

 

Table 5 

Summary of the disagreements between the reference Diabetic Eye Screening Programme (DESP) 
grade outcome and artificial intelligence (AI) RetCAD v.2.1.0 severity score generated outcome, with 
retrospective DESP regrade and comments.  

 Reference 
standard 
DESP grade 

RetCAD 
severity 
score 

DESP 
regrade 

Comment  Over / under 
grade by AI 

Over / under 
grade by 
DESP 

1 R0 3.2 R0 Camera artefact 
present 

Over   
 

2 R1 2.6 R1  Over  
 

3 R1 2.5 R1 Referral made for 
macular DR 

Over   

4 R1 3.8 R3 stable   Under  
 

5 R1 2.6 R1 Non-DR signs  Over   
 

6 R0 3.0 R0 Non-DR signs  Over   
 

7 R1 3.8 R1 Non-DR signs  Over   
 

8 R1 2.8 R1 Non-DR signs Over   
 

9 R1 2.8 R1 Non-DR signs Over   
 

10 R1 3.9 R1 Non-DR signs Over   
 

11 R1 3.0 R1 Non-DR signs Over   
 

12 R0 2.7 R0 Non-DR signs Over   
 

13 R0 2.8 R0 Non-DR signs Over   
 

14 R0 2.6 R0 Non-DR signs Over   
 

15 R1 2.6 R1  Over   
 

16 R0 3.3 R0  Over   
 

17 R1 3.5 R1 Non-DR signs Over   
 

18 R1 2.6 R1 Pale atrophic 
retina 

Over   
 

19 R1 2.9 R1 Non-DR signs Over   
 

20 R0 2.8 R0 Non-DR signs Over   
 

21 R2 0.0 R0   Over  
 

22 R2 1.3 R1 Non-DR signs  Over  
 

23 R2 1.1 R1 Non-DR signs  Over  
 



24 R2 1.2 R1   Over  
 

 

 

 

 

Discussion  

 

This paper presents the performance of a deep learning AI system for diabetic eye screening in a 
large, representative, real-world screening population in North West London.  The proportion of 
images that had moderate retinopathy (R2) and proliferative retinopathy (R3) in this cohort were 
0.7% and 0.2% respectively.  This is lower than has been reported previously in England3 but is the 
real-world scenario of two months of activity for this screening programme.  Analysing a specific 
sample of severe DR (R3) using more months of screening would provide a greater evidence base 
and is an option for future research. 

As well as presenting the performance of the RetCAD software to detect referrable patients we also 
present results for no DR versus any DR.  The difference between these protocols is the inclusion of 
the mild DR category as a positive test outcome. This would enable patients to be detected at an 
early stage of retinopathy. Different pathways for patients with no DR and mild DR are possible in 
the form of a more frequent screening interval.  

There were disagreements between the automated and manual grade.  This is not unexpected.  It is 
accepted a screening programme will not deliver 100% sensitivity and missed pathology is expected 
from any grading system.  In the data presented the amount of disagreement between the 
automated AI and manual grade appeared to be similar in different ethnicity groups, but this has not 
been investigated in detail and is an area for future research. In the patient level comparison of 
manual and AI grade there appears to be a difference between R1 in one eye and R1 in both eyes.  
This could be interpreted as the AI appearing more likely to grade as moderate DR if R1 is present in 
both eyes while the manual grader using a features based protocol was still classifying as mild DR.  
Most of the disagreements that were retrospectively reviewed as part of this paper were 
overgrading by the AI. This is reassuring but it’s recognised if only AI were used in real-world practice 
the performance results do not state how many people, with hindsight, clinically required referring.  
The reference standard of normal best practice also doesn’t correctly identify all cases.   

Using the pre-defined cut-offs the RetCAD AI system achieved a sensitivity of 69.7% with a specificity 
of 92.2% for detecting any DR.  A manual grader would be identified as someone who required 
retraining if this sensitivity was observed.  The advantage of having a continuous score for the AI 
output is the desired sensitivity of the AI can be altered by changing the cut-off point.  Choosing an 
increased sensitivity will result in a decreased specificity. It’s at a first level grading stage of 
screening the older machine learning systems are currently employed and it’s thought at present the 
most cost-effective implementation of an automated grading system would be at this no retinopathy 
vs any retinopathy level.17   The cut-off point of the software can be optimised for a population and 
set to obtain a workload reduction of 50% (i.e. a specificity of 50% at a sensitivity of 92.4%) as a level 
for the detection of any DR which is reported to be cost-effective.17    



Whereas DESP has experience of, and is comfortable with, retraining human graders how a 
programme would ‘retrain’ an automated system beyond identifying a cut-off point of an AI system 
which is optimised for the relevant population is not clear.  The manual reference DESP grade is a 
features-based classification.  In general, end-to-end trained deep learning systems are ‘black-box’ 
systems.  There is no direct relation of the output DR score to the presence of human characterised 
features.  There is evidence black-box systems are triggered by presence of these features, but the 
system is not specifically trained to identify features.  In an end-to-end system the target label is 
provided, and the network will work out which parts of the images are important to come to this 
decision.  There remain potential challenges for DESP in addressing issues when misgrades by an 
automated system are identified.  

The RetCAD deep learning system results we’ve presented show a superior performance at a 
no/mild DR vs significant DR level in this population.  A sensitivity of 95.4% and specificity of 92.0% 
for non-referrable vs referrable DR far exceeds the grading quality assurance standards expected of 
a human grader raising the potential of a further place for AI in a screening programme as part of 
internal quality assurance processes.   

A tendency for an overgrade to occur was seen in images with retinal signs of other ocular 
conditions not related to DR for both AI and the first manual grader.  No cases were found in which 
the AI had significantly undergraded.  If the AI system were used as a filter at a no DR vs any DR first 
level of grading an overgrade would not cause a pathway change as it would simply highlight to the 
second level human grader something is present.  There would then be the same opportunity for the 
outcome to appropriately reflect what that something was. 

In practice automated grading would be incorporated into the existing quality assurances of DESP 
which would allow programmes to measure sensitivity and specificity.  This would 
contemporaneously highlight any differences and, more importantly, concerns regarding grading 
allowing the screening programme to address these.   

A diabetic eye screening programme has huge value reducing avoidable sight loss which is well 
documented.18 However, the results presented in this paper also highlight the number of completely 
normal retinal images that are seen by DESP.  14,510 eyes in two months of one regional screening 
programme in England were graded and no DR seen.  1,451 of these images were regraded for 
quality assurance of the first manual grade.  The volume of grading required by DESP is such that 
training, experience, and maintaining skills for human graders is not predicted to be an issue if some 
grading were replaced by AI.     

Irrespective of where AI could potentially be implemented into a diabetic eye screening programme 
– for quality assurance, first level filter grading, or identifying sight-threatening referrable DR - 
should AI based software be used in the diabetic eye screening pathway people attending a diabetic 
eye screening clinic must be fully informed and know that part of the analysis of their retinal images 
will be conducted by an automated system.  The next step is to conduct a cost-benefit analysis of the 
RetCAD system at the different grading levels within DESP, with the aim of safely reducing the 
number of manual grades required and better utilising the specialist skills of our dedicated human 
graders.   

 

Conclusion 

 



AI systems are already being used for diabetic eye screening but not employed by English screening 
programmes.  The performance of the RetCAD system for detecting DR is presented in an English 
population demonstrating a sensitivity of 69.7% and specificity 92.2% prior to optimisation.  The 
deep learning algorithm demonstrated a superior performance when distinguishing between no or 
mild DR and significant retinopathy which requires the screening programme to make a pathway 
change with sensitivity 95.4% and specificity 92.0%.  The evidence base examining deep learning AI 
systems as a safe resource in the context of diabetic eye screening is increasing.   
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